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What must be considered in developing
Artificial Intelligence (AI) policy in

varying faculties at the University of St
Andrews?



EXECUTIVE SUMMARY
 

The advent of generative artificial intelligence (GenAI) has triggered a profound and unresolved
disruption within academia. Its capacity to simulate human expression and analysis challenges
foundational academic tenets of originality, critical thought, and authentic scholarship.
Institutional responses have predominantly been to craft university-wide policies aimed at
preserving academic integrity. However, these initial frameworks often adopt a generic, one-
size-fits-all approach, primarily focusing on the mechanics of citation and the prohibition of
outright plagiarism. This fails to confront a critical problem: the pedagogical utility, ethical
contours, and practical implications of GenAI are inherently shaped by disciplinary
epistemologies and assessment practices. A tool that fundamentally undermines learning in one
context may be a legitimate professional instrument in another. Therefore, broad-brush policies
risk being both practically irrelevant and intellectually prescriptive, leaving students and
educators without the nuanced guidance necessary for responsible engagement.

 This report advances a core thesis: the appropriateness of Artificial Intelligence (AI) use in
academia is dictated by a discipline’s dominant assessment methodologies, which in turn must
inform specific policy needs. To interrogate this premise, we employ two key analytical
frameworks. First, we position disciplines along a spectrum defined by their primary assessment
output: Calculation-Based (e.g., Mathematics, Physics), Essay-Based (e.g., History,
Philosophy), and Languages (encompassing both Modern Foreign Languages and Computer
Science). Each mode presents a distinct set of opportunities and vulnerabilities regarding AI
integration. Second, we differentiate between Direct AI Use (the submission of AI-generated
output as one’s own work) and Indirect AI Use (leveraging AI as a scaffold for explanation,
brainstorming, and/or editing). The ethical and pedagogical valence of these uses varies
dramatically across the assessment spectrum.
  
 The aim of this project is to move beyond abstract debate and provide a granular, evidence-
based analysis of these disciplinary divergences. Through a mixed-methods study at the
University of St Andrews, combining policy analysis with comprehensive student and staff
surveys, we investigate real-world practices, attitudes, and policy gaps. This report presents a
comparative analysis across four deliberate case studies, each selected to exemplify a point on
our analytical spectrum.
  
 The report is structured as follows. We first outline our Methodological Framework. This is
followed by four deep-dive Disciplinary Case Studies: Humanities (representing essay-based
assessment), STEM (centred on calculation and problem-solving), Computer Science (as a
formal language and applied field), and Modern Foreign Languages. Each case study integrates
a focused literature review with our empirical survey data to evaluate discipline-specific
hypotheses. 
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A Synthesis section then draws cross-disciplinary comparisons, analysing patterns and
contradictions. Finally, we present Proposed Recommendations and Future Work, advocating for
a faculty-specific, pedagogically grounded approach to AI policy that prioritises ethical
education and assessment redesign over unenforceable universal restrictions. By anchoring policy
in the lived realities of disciplinary practice, universities can better navigate the AI disruption,
harnessing its potential while safeguarding the core intellectual values of a university education.
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1.0 Methodological Framework

The main goal of our study is to understand the ways in which AI was utilised by students
across faculties at St Andrews, the extent to which it was used by students, and attitudes
towards it. Therefore, we reviewed existing university-wide AI policy, specifically guidance
found in ‘Good academic practice: Guidance for students’ and ‘Generative AI – FAQs for
students.’ In particular, we sought to analyse guidance regarding the ethical use of AI. It was
found that although the analysed policies did cover the practicalities of AI use, such as correct
citing and avoidance of plagiarism when using AI, there was very little in terms of the effective
or ethical use of AI. Following this, we used a survey to investigate how students actually use
AI in their studies and their attitudes towards the use of AI by those in their faculty. 

To do this, we published a survey in two forms: a student survey and a faculty staff survey. 
Firstly, a student survey with eight questions was constructed to investigate a student’s degree
faculty, levels of AI usage, what it was used for, and student satisfaction with the current AI
policy. All of these questions either asked students to rate their agreement with a given
statement on a scale from one to five or to select from a set of predetermined answers that were
applicable to them. This allowed us to either directly compare AI usage and perceptions on a
numerical scale between faculties or to compare the frequency distribution of answers across
faculties. 
 
Secondly, we distributed a survey for faculty staff regarding their opinions and attitudes
towards AI and university policies. This included seven questions which related to their
attitudes towards AI use by students, their opinions on current AI policy, and what they would
like from the university regarding future AI policy. This was so that we could carry out
qualitative analysis and identify common areas of concern or any diversity of opinions among
university staff. 
 
We separated our studied faculties into four distinct groups: essay-based subjects, computer
science, modern languages, and those subjects classed as science, technology, or mathematics
(STEM). This was because we theorised that the use of AI by students is likely to be different
depending on the learning style associated with their degree faculty and the means by which
they are assessed. The same survey was distributed to all students, allowing the results of this
survey to be easily compared and contrasted across disciplines, meaning that diversity in
utilisation and attitudes across faculties would be easier to detect. Additionally, all faculty staff
received the same survey to allow for direct comparison in answers. 
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2.0 Disciplinary Case Studies 

2.1 Humanities

     2.1.1 Literature Review

Hawkins, Taylor-Griffiths and M. Lodge (2025) studied the responses of students asked to
explain and review their use of generative AI after completing an essay writing task. They found
that while all participants showed a willingness to utilise AI at least once during the task, over
half expressed reservations regarding its use for certain functions because of concerns regarding
the originality of their writing (Hawkins, Taylor-Griffiths and M. Lodge, 2025, pp. 5, 8).
Despite this, most students used AI to generate outlines and plans for their essay (Hawkins,
Taylor-Griffiths and M. Lodge, 2025, p. 5). Additionally, the vast majority of students
evaluated the responses of the LLM, requesting further elaboration in the form of expansion on
ideas provided and summarisation of AI-generated answers (Hawkins, Taylor-Griffiths and M.
Lodge, 2025, p. 8). 
 
Manuel Gultom et al. (2024, p. 1725) supplied similar findings in their study where university
students were interviewed about their perception of AI use for academic writing tasks, finding
that the majority of students utilized AI as a writing assistant and for idea generation and
drafting work. Students either actively embraced it as an academic tool or avoided its use
altogether, reportedly due to concerns regarding potential plagiarism and unreliable sources or
output (Manuel Gultom et al., 2024, pp. 1720, 1726). Additionally, when presented with very
specific guidelines for tasks, students were less likely to seek the assistance of AI (Manuel
Gultom et al., 2024, p. 1722).
 
Tarchi et al. (2024, p. 858) studied the utilisation of ChatGPT by students in a source-based
academic writing task that required the synthesis of multiple sources and interviewed students,
asking them to explain their approach to utilising AI. This study found that students mostly
used AI to aid vocabulary and did not utilise AI to its full potential (Tarchi et al., 2024, p. 873).
During the retrospective discussions, this was attributed to limited knowledge of how to use
digital tools effectively and ethical concerns surrounding their use (Tarchi et al., 2024, p. 874).
Additionally, it was found that students copied around 20% of ChatGPT’s output or material
from the sources directly in their essay (Tarchi et al., 2024, p. 873).

This suggests that there is high risk in the direct use of AI in essay-based coursework and
highlights the challenges in detecting AI-authored work and assessing original thought. Based
on this preliminary research, we seek to investigate how policies can discourage direct use of AI-
produced work and therefore address ethical concerns raised by the risk of plagiarism, as raised
in Manuel Gultom et al. (2024) and Tarchi et al. (2024). Additionally, we will examine how
there can be better acknowledgement of AI as an effective research tool and how we can
promote the utilisation of these tools to their full potential. Additionally, this research raises the
question of how we can assess critical thinking in an AI-enabled world, when Hawkins, Taylor-
Griffiths and M. Lodge (2025) found that a large number of students are using AI to generate
plans and arguments for their coursework, potentially stunting the development of their critical
thinking skills.
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2.1.2 Hypothesis and Preliminary Findings

Hypothesis: The survey data reveals that AI use among humanities students is a polarised and
strategic practice, serving as a scaffold for foundational academic tasks. However, this utility is
intrinsically linked to profound concerns, creating a fundamental tension between its role as a
tool for efficiency and its perceived threat to the core, critical skills of the discipline.
 
A critical examination of the survey data immediately highlights a deeply divided student body.
Among respondents from humanities degrees (such as History, English, Philosophy, and
International Relations), adoption is far from universal. In fact, a significant 41% of humanities
students report never using AI for their university work. This stands in stark contrast to the
engaged cohort of 34% who use it weekly or daily. This initial statistic is crucial; it demonstrates
that AI is not a neutral, universally adopted tool but a conscious and contentious choice, setting
the stage for a conflict of values within the student community.
 
For those who do engage with it, the application is highly specific and functional, clustering
around the preparatory stages of academic work. The data shows that the primary uses are not
for generating final content but for managing the cognitive load inherent to humanities study.
The most common applications are:
• Summarising readings and topics (selected by 68% of humanities users)
• Explaining ideas (66%)
• Generating essay plans (34%)
• Learning and revising content (34%)
This pattern indicates that AI is used as a metacognitive scaffold. A master’s student in
International Relations (Response #134) exemplified this, explaining they use AI to "debate"
their own essay ideas, asking it to "point out flaws." This student's practice shows AI acting not
as an author but as a critical partner to test and refine one's own arguments, a use that aligns
with the 66% of users who rely on it for "Explaining ideas."

The perceived benefits are directly linked to this functional use. Students who rate AI as
"useful" or "very useful" (a rating of four or five, given by 58% of humanities users) consistently
cite the gains in efficiency and comprehension. However, these advantages are shadowed by the
most prominent disadvantage voiced across the survey: the fear of intellectual erosion. This is
not a marginal concern: a striking 68% of all humanities respondents expressed concerns about
their peers using AI. This statistic reveals a pervasive anxiety about the technology's impact on
academic integrity and the very standards of scholarship. A Philosophy student (Response #8)
gave this fear a sharp focus, warning that AI leads to "immediate, rapid cognitive decline" in the
essential skills of "reading comprehension, critical thinking, and idea formation."
 
This sentiment is powerfully articulated by those who see AI as antithetical to the humanities'
purpose. A History student (Response #145) argued that the push to integrate AI undermines
the degree's core mission, which is to teach students to "read, write, think critically, and
construct arguments... under any circumstances." Here, the primary use of AI, summarising
readings (68%), is framed not as a helpful scaffold but as a bypass of the essential, laborious
work of scholarly engagement.
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 Consequently, the data on policy preferences reveals a pragmatic, if anxious, student body.
While a vocal minority advocates for a total ban, a more nuanced view emerges from those who
have considered the future. Of the humanities respondents who commented on policy, a
significant portion (exemplified by multiple detailed responses like #10 and #158) called for
integration and education over prohibition. A third-year IR and Philosophy student (Response
#10) encapsulated this argument, stating, "We need to be trained how to use AI properly rather
than having it banned outright." This group envisions a policy that acknowledges AI's
inevitability in the professional world while designing assessments that ensure genuine learning
occurs.

 In conclusion, the survey data depicts an image of a technology at a critical juncture. In the
humanities, AI is a deeply contested scaffold. It is embraced by a dedicated group of users for
its efficiency in tasks like summarisation (68%) and explanation (66%), yet it is viewed with deep
suspicion by a large and articulate cohort (41% non-users, 68% concerned about peers) who see
it as a threat to the intellectual foundations of their discipline. The critical trend is this
polarisation itself. The university's challenge, therefore, is not merely to regulate a tool, but to
navigate a fundamental disagreement about the nature of learning and to determine how to
build a scaffold that supports, rather than replaces, the intricate architecture of humanistic
thought.

2.2 Languages: Computer Science 

     2.2.1 Literature Review 

The integration of Artificial Intelligence (AI), and particularly generative AI (GenAI), into
Computer Science (CS) education is a rapidly evolving domain, characterised by high adoption
rates and a distinct set of pedagogical opportunities and challenges. Literature positions CS as a
field where AI tools are not only prevalent but often seen as legitimate professional instruments,
fundamentally reshaping both learning and professional practice.
  
A systematic review by Gaitantzi and Kazanidis (2025) of 31 empirical studies highlights the
predominant and diverse applications of AI in CS education. AI tools—primarily chatbots like
ChatGPT, intelligent tutoring systems, and code generators—are extensively used for code
writing and debugging, providing real-time guidance and explanations, and generating practice
questions and assessments (Gaitantzi & Kazanidis, 2025, pp. 17-20). The review finds that these
tools effectively support personalized instruction, immediate feedback, and interactive problem-
solving, enhancing efficiency and learning experiences. This aligns with the concept of indirect
AI use as a scaffold for learning. However, the literature also identifies significant challenges,
including AI inaccuracies, student over-reliance, and acute academic integrity risks, particularly
because AI-generated code is difficult to detect with standard plagiarism tools (Gaitantzi &
Kazanidis, 2025, pp. 21-22). A critical finding is the paradigm shift towards "AI-native software 
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development," where the professional role evolves from writing all code to curating and
critically evaluating AI-generated outputs (Gaitantzi & Kazanidis, 2025, pp. 2, 29). This shift
necessitates a corresponding evolution in educational objectives to include skills like prompt
engineering and critical assessment of AI-suggested code.

Empirical case studies provide granular insight into student practices. Groothuijsen et al.
(2024), in a study of a Master's-level scientific computing course, found that engineering
students used ChatGPT extensively as a multifunctional tool. Its primary uses were for
explaining existing code, error checking and debugging, and generating starter code or
inspiration for solutions (Groothuijsen et al., 2024, pp. 6-7). Students reported that AI
increased their efficiency and understanding, acting as an always-available partner
(Groothuijsen et al., 2024, pp. 5-7). However, this study revealed a significant unintended
consequence: the erosion of collaborative learning. Students replaced human "navigators" in
pair programming exercises with ChatGPT, which reduced peer-to-peer dialogue and,
according to the instructor, led to a decline in the quality of integrated final code and the
development of pragmatic programming skills (Groothuijsen et al., 2024, pp. 8-9). This
underscores a tension where a tool adopted for individual efficiency can undermine
collaborative and deeply integrated learning objectives.
 
Furthermore, research indicates that student use is often strategic and critical. While AI can
generate code, students frequently report that it cannot solve complex, holistic assignments
independently, leading them to use it for components rather than complete solutions
(Groothuijsen et al., 2024, p. 7). This suggests a pragmatic, integrated use, where the line
between direct use (submitting AI-generated code) and indirect use (using AI for explanation
and debugging) is inherently blurred, a characteristic feature of professional CS workflows. The
literature consistently concludes that the goal of CS education must therefore adapt, moving
beyond prohibiting AI to explicitly training students in its effective, critical, and ethical use,
ensuring they develop the expertise to evaluate and build upon AI-generated outputs (Gaitantzi
& Kazanidis, 2025, p. 31; Groothuijsen et al., 2024, p. 10).

2.2.2 Hypothesis and Preliminary Findings

Hypothesis: Computer Science students are far more likely to use AI tools than students in
other faculties; furthermore, Computer Science students respond with far more uses of AI than
other students. This hypothesis is deepened by responses that show computer science students
have fewer concerns with AI in favour of recognising its usefulness in their subject and
inevitability as a part of a computer science degree. 

 Fifteen total respondents from this survey reported studying computer science: of these
respondents, nine reported studying solely CS, five reported studying CS and Mathematics, and
one respondent CS and Philosophy. In general, these respondents report a higher usage of AI
tools than other groups of students in the Humanities and Modern Foreign Language faculties. 
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Of those surveyed: 
20% reported never using AI
53% reported using AI daily
27% reported using AI weekly

No respondents reported using AI monthly, seasonally, or yearly. This suggests that there are
polarised views on AI usage within the CS faculty, as the ‘middling’ choices for AI usage were
not chosen at all. However, these responses still show a much higher frequency of AI usage
among CS students than among other faculties. Among all 183 students surveyed, only 47%
reported using AI daily or weekly, compared to 80% of CS students surveyed. Furthermore,
43% of all respondents said that they never use AI in their academic work, compared to the 20%
of CS respondents shown above. 
 
Of the twelve respondents who reported using AI in their academic work, 83% of students
reported using AI for explaining ideas; 67% for learning and revising content; 67% for
generating code; 58% for summarising readings and topics; 50% to generate practice questions;
17% for calculations. With the exception of translation, more than one respondent reported
using AI for every option provided in the survey. This suggests that CS students use AI
holistically, both for the earlier stages of learning and understanding content (through
‘summarising topics’ and ‘revising content’) and the later stages of coursework and revision (as
represented by ‘practice questions’ and ‘to generate code’). 

This widespread use of AI by CS students is further reflected by their other responses, where CS
students show a stronger bias towards AI use and express fewer objections to its use in academic
settings in questions that ask them to score their relative disagreement or agreement on a scale
from one to five. CS students reported an average score of four in response to the statement “I
understand the university AI policy and my subject faculties AI policy,” compared to the
overall average of 3.79 among all student respondents. This answer represents the closest
adherence to the overall average with a deviation of only 0.21. CS students deviate more in
response to the other questions. For example, CS students respond to the statement “I have
concerns with my peers/teachers using AI” with an average of 2.93 compared to the overall
survey average of 3.5. This would suggest that CS students are far more comfortable with their
peers using AI tools as they are more likely to use those tools themselves. The overall survey
average found that students agree far less with the statement “AI use is unavoidable in my
degree” with an average response of 1.96; among CS students, this average is three. Finally, in
the largest difference between the CS respondents and the overall respondents, CS students
respond with an average of 4.1 to the statement “I think AI is useful in my subject” compared
to the overall average of 2.55.
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2.3 Languages: Modern Foreign Languages 

    2.3.1 Literature Review 

 In the last five years, literature surrounding artificial intelligence in language learning has
emerged at the crux of pedagogy, psychology, and technology studies. Since OpenAI released
ChatGPT in November 2022, these studies have increased exponentially in conjunction with AI
tools’ widespread uptake by university students; within five months of its release, nearly half of
all university students have used ChatGPT-3 for their academic work (Sleator & Hennessey
2023). Many of these studies tout the advantages of AI; in the last year or so, LLMs have grown
so advanced that they can serve as accurate yet flexible language tools. Research from Muñoz-
Basols et al. (2025) recognise this potential, asserting that current LLMs like ChatGPT “are
currently capable of [...] identifying a wide variety of idiomatic or metaphorical usage”, a far cry
from earlier models that struggled to understand non-literal expressions (p. 299). However,
LLMs’ translation skills are far from perfectly nuanced and can often fail to generate responses
within the student’s relative skill range (Potter & Coppock, 2024, p. 103). 

LLMs go beyond mere translation power, however, as many pedagogical articles recognise its
potential to “reinforce the acquisition of [...] writing, reading comprehension, speaking, and
listening comprehension” which language faculty work to develop through face-to-face teaching
(Huang et. al, 2023). Furthermore, psychologists suggest that students perceive AI tools as less
judgmental than their peers thus encouraging them to use AI feedback when honing their
writing and speaking skills (Aljanadbah et. al, 2025). Still, other scholars suggest that peer
feedback encourages social engagement, which leads to better educational outcomes
(Warschauer & Xu, 2024). Nevertheless, these articles demonstrate the power of AI in language
learning and recommend its integration inside and outside the classroom, with many providing
potential uses within educators’ curriculum. 
 
This research, however, has certain limits in scope. Much of the research into AI’s advantages in
language learning focuses on students learning English as a foreign language (Korell & Albrecht
2025, p. 22). Thus, these studies are not necessarily representative of all foreign language
students’ experiences given that most LLMs are better at translating and explaining ideas in
English. Additionally, studies that describe the benefits of AI may involve a highly controlled
educational environment in which students are instructed how to use AI. As such, these articles
often do not reflect the fulfillment of LLM’s full potential in everyday language learning
settings. For example, a study of Spanish language learners by Shanshan Huang and Daniel
Cassany found that most students used LLMs like ChatGPT for a “single prompt-response
interaction” (p.1) rather than seeking a deeper understanding through the chat feature or to
practice with the four skills listed above.
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2.3.2 Hypothesis and Preliminary Findings 

Hypothesis: Survey responses for Modern Languages (hereafter referred to as ‘language’)
students reveal a stark anti-AI bias, with many students eschewing the use of AI in their
coursework and asserting that it is not necessary for their degree. Unlike other disciplines
investigated in this survey, a small minority of language students interact with AI, and those
who do use it sporadically. Additionally, there are significant concerns among language
students about their peers using AI. However, many students express that AI may be inevitable
in the university landscape more generally. Still, many others express ethical and environmental
concerns with its usage. Language faculty seem much less concerned about AI usage, citing its
many uses in and outside of the classroom and reporting that they are able to catch AI
plagiarism. Still, language faculty acknowledge how a reliance on AI can impact education. 

In general, language students see AI as less useful and consider its usage less inevitable
compared to the rest of the student body. The 15 language students surveyed represent many
different faculties within the department including Arabic, Chinese, French, German, Italian,
Russian, and Spanish. Of those surveyed, 73% report never using AI, while 6% report using it
weekly, 13% monthly, and 6% seasonally. No students said they used AI daily. This is a stark
departure from the general survey results, where 47% of students reported using AI monthly,
weekly, or daily. Those who said they use AI at all –only 4 respondents– reported using AI for
practice questions (3 responses), summarising reading and topics (2 responses), explaining ideas
(2 responses), and learning/revising content (1 response). No respondents said they use AI for
translation. 

Language students report a similar level of understanding of their faculty’s AI policy, reporting
an average response of 4 compared to the total respondents’ average of 3.79. However, other
responses show a much larger gap from the survey averages. Language students demonstrate a
less agreeable response to the prompt “I think AI is useful in my subject” with an average
response of 1.93 compared to the overall average of 2.55. Likewise, language students average a
response score of 1.2 when considering the prompt “AI is unavoidable in my degree,” compared
to the total survey average of 1.96. This hesitance to use AI is further reflected in the free
response question, where many language students express concerns about AI use in their
subject. These include fears of peers cheating on coursework (Response #96), the environmental
impacts of AI (Responses #40 and #78), and concerns about reliance on AI leading to loss of
research or other skills (Response #108). Respondent # 78 summarizes these concerns, writing,
“it’s important to make students aware how inaccurate and misleading AI answers can be, and
the environmental impact of AI. Too many students are using AI to [...] avoid critical thinking,
which makes it harder for those of us who don’t use AI [because] the standards are being raised
by AI-generated work.” 
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However, language students differ on their recommendations for the university’s future AI
policy within the Modern Languages faculty. While some realize that AI may be inevitable
despite their own choices not to use AI or to use it sparingly (Responses #2 and #82), others say
the university should deter all use (Responses #40 and #85). On the whole, language students
are somewhat permissive of AI usage given its inevitable usage among peers, but most choose
not to use it because of concerns about its accuracy and ethics.
 
Language faculty members present a very different side of opinions on AI usage. Of the 5
language faculty members surveyed, the average response to the prompt ‘Would you consider
yourself pro or anti AI usage in education? (5 being pro, 1 being extremely anti)’ was 3.6. This
demonstrates a higher approval for AI usage among language faculty than language students.
However, when asked whether AI is having a positive or negative impact on students, all
respondents expressed that the impact was negative or that it is too early to tell. Those who
responded that AI’s impact is negative cited AI’s use as an academic crutch, alleging that
students use AI “when they shouldn’t,” (Response #4), as a “time-saving device in which
practice of these skills is severely reduced” (Response # 1), and that students “are using [AI]
mindlessly as an easy (and misleadingly trustful) answer to current learning and teaching
challenges” (Response #7). However, many of these same respondents also express the positive
impacts AI can have on education if students are trained to use it properly. 

These faculty respondents all claim that they are able to tell when students have used AI,
though some are more skeptical than others that they can detect all AI usage. A common
sentiment among surveyed language faculty is that professors “often have suspicions, but
proving AI use in the context of Academic Misconduct is another thing” (Response #7). When
asked what they want from the university regarding AI policy, the respondents generally agree
that faculty-specific policies are best, though they disagree to the extent to which AI use should
be assumed. This is highlighted explicitly by four out of the seven total faculty responses
recorded (Responses #1, #4, #6 and #7) and emphasises the view that different academic
departments must have jurisdiction over how AI should or should not be utilised within their
subjects. The reasons cited for this belief are that within humanities subjects “AI runs the risk of
seriously eroding our students’ capacity to acquire the very skills that [our] students seek to
furnish” (Response #6) and that “it is not the same to study IR and languages” (Response #4). 
 
 In conclusion, while language students vary in their AI usage frequency and their major
concerns, they generally use AI far less than other departments’ respondents. However, most
students accept that AI usage is widespread in university spaces, even if they choose not to use
it. Likewise, faculty recognise AI’s inevitable usage in their classes, though they generally
believe that it can detract from students’ learned skills and undermine their educational
foundations. 
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2.4 STEM

2.4.1 Literature Review 

The release of ChatGPT in 2022 has revolutionised the way in which STEM students navigate their respective
disciplines. A reported 92% of UK undergraduates use AI alongside their degree (Freeman, 2025). As a
result, there has been an influx of literature studies investigating the specific role of AI within STEM
education, detailing the related cognitive, metacognitive, affective and social dimensions. 
 
Preliminary insights into student opinion were provided by quantitative data collected via an anonymous
survey. These statistics facilitated the subsequent student interviews which provided further elaboration and
clarity regarding the survey results. The results revealed that AI was most popular amongst Chemistry and
Biology students as it can be reliably used to explain concepts and summarise texts. There is also a consensus
amongst students that LLM chatbots are less effective in tackling calculations, decreasing its usefulness in
subjects such as Mathematics and Physics. 
 
LLM chatbots are programmed to always provide an answer, even if  the prompt is unclear or the information
is unavailable (Theophilou et al., 2023). Students recognise that the information provided by AI often
contains inaccuracies, with 51% of students not trusting answers generated by AI tools like ChatGPT
(Freeman, 2025) . Nonetheless, AI continues to be popular amongst all students, with 88.4% having used an
LLM chatbot within the last month (Valeri, Nilsson and Cederqvist, 2025). This continued popularity can be
attributed to its fast provision of information and the digestible way in which this information is presented.
Literature also suggests that the judgement free platform that chatbots provide further its appeal to students.

This research provides useful insights into AI usage amongst STEM students, yet there are some fundamental
limitations. Firstly, misconceptions amongst students about their own understanding of AI could lead to
unreliable survey data. For example, although 49.2% of students reported confidence with the concept of
machine learning, less than 10% of interviewed students could accurately describe the adaptive algorithms by
which popular AI programs such as ChatGPT, Google Gemini, Microsoft Copilot and Claude are run. This
overconfidence in the fundamental operations of AI may corrupt the other data collected, resulting in
overestimations in student ability to detect inaccuracies by AI tools (reported to be 49.2%) and
underestimations in potential biases of AI (only 36.7% agreed that ChatGPT can show some form of bias).
Even amongst students “confident” in their AI assessing abilities, further scrutiny of this response via
interview revealed that this was attributed to an unquantifiable “gut feeling” or some form of personal
“intuition”. A further limitation of the study was the assessment of student experience with ChatGPT using
prompts in Swedish, an underrepresented language in the model’s training data. 



2.4.2 Hypothesis and Preliminary Findings
 Hypothesis: Analysis of the survey data completed by STEM students provided insights into
how AI can be used to enhance and assist intellectual endeavours. However, student feedback
unveiled active and genuine concerns over the appropriate use of AI within an academic
context, fortifying the urgent need for a reformed University of St Andrews’ AI policy. 
 
 AI is relevant across all STEM disciplines. Survey respondents studied in the faculties of
Mathematics, Chemistry, Biology, Physics, Medicine and Psychology. Responses highlighted
that students are only moderately aware of the existing University AI policy, with just over half
of students (56%) rating their understanding as ‘good’ or ‘very good’. 
 
 No unanimous opinion was revealed between STEM students on whether AI is useful within
their degrees. On a scale of 1 as least useful and 5 as most useful, results were spread evenly
across the board.

In contrast, there is consistency amongst students regarding the ways in which they incorporate
AI into their degree. The most popular response details how AI is used to: explain difficult
concepts; summarise content; generate practice questions; and aid calculations. This suggests
that AI is primarily being used by students as an instrument for making learning and revision
quicker and more effective.

How frequently students use AI is a more discordant subject. The survey data (see Figure 1.1.)
revealed 58% of STEM students use AI either daily or weekly. At the other end of the scale,
25% of students opt to boycott and ‘never’ use AI within their STEM degrees. The majority of
those students (83%) who ‘never’ use AI believe using AI is entirely avoidable and when
prompted often suggested that University AI policy should discourage and at least minimise its
use.
 
 On the contrary, a third of students determine that the use of AI is unavoidable within a
university context, and many even remarked that AI will inevitably be used in the workplace.
For example, a Mathematics student (respondent #163) commented that AI is becoming a
“common tool” within wider society, thus urging that the University Faculty needs to respond
to the changing context and adapt policy accordingly.
 
 Generally, arguments stated for totally eradicating the use of AI within the University setting
include: the profound impact upon the environment; the detrimental cognitive impacts such as
reduction of independent thought; and its facilitation of academic misconduct. One Physics
student (respondent #44) described the use of AI as “morally indefensible”, which epitomises
the frustrations of those who believe that AI use is undermining academic integrity, a core St
Andrews’ value. 
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Frequent users of AI also doubt the technology’s supposed benefits. An alarming 57% of all
respondents describe “high” or “very high” levels of concerns over its use, often critiquing AI’s
inconsistency to provide accurate information. This emphasises the view that AI should be used
in conjunction with typical learning methods (rather than being used alone). 

These statistics clearly highlight diverse opinions over AI use and a great contention between
the 13% of students who want to completely abolish AI and the 58% of students who already
use AI frequently. However, even if the University were to adopt a strict no AI policy, the
reality of enforcing a ban is unfeasible. One physics student (respondent #127) shared this
opinion, stating that technological and monetary constraints of the University could not
compete with how easily AI ‘roadblocks’ are bypassed by students. This is due to ever-evolving
Generative AI models that are able to remain largely untraceable both via AI checkers and
human scrutiny. Even deliberate measures that GenAI, such as ChatGP,T have implemented
(like inserting hidden trademarks into text to prove it was generated by a specific model) have
been unsuccessful, with students using alternative AI models to remove the code. 

In conclusion, AI proved to be a contested subject amongst STEM students. The survey
demonstrated that students often disagree concerning the frequency, functionality and morality
of AI use in education. As a result, there is a stark difference in students’ opinions about how
the University should approach AI policy reformation. Whilst students acknowledged that AI
could act as a productive tool to ameliorate the student learning experience, the overreliance on
AI violates the principles of authentic scholarship. These concerns should be reflected within the
policy.

Figure 1.1.
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3.0 Synthesis: Cross-Disciplinary Policy Analysis 

The comparative analysis of the four disciplinary case studies reveals a fundamental and
irreducible diversity in how AI is perceived, utilised, and ethically appraised across the academic
spectrum. This heterogeneity, evident in both quantitative data and qualitative sentiment,
provides compelling evidence for this report’s core thesis: the dominant assessment paradigm of
a discipline is the critical determinant of appropriate AI integration and the primary architect of
its associated policy requirements. A central finding is that the ethical and pedagogical
implications of AI are best understood through the lens of direct versus indirect use, a
distinction whose meaning and acceptability vary dramatically by field.

 The data positions the four case studies along a clear continuum of adoption and acceptance,
which correlates directly with their tolerance for direct AI use in assessed work. At one extreme
lies Computer Science, characterised by near-ubiquitous, high-frequency use (80% daily/weekly)
and the highest perceived utility (avg. 4.1/5). Here, the line between direct and indirect use is
inherently blurred; generating functional code can be a legitimate step in a professional
workflow. The discipline’s orientation toward functional outputs makes certain forms of direct
use not only acceptable but expected, reducing overall concern about peer usage (avg. 2.93/5).
 
 At the opposite pole, Modern Languages exhibits profound resistance, with 73% of students
reporting never using AI and the lowest perceived utility (avg. 1.93/5). This stems from a core
belief that direct use—such as outsourcing translation or composition—directly subverts the
essential learning process of active linguistic practice. Consequently, even indirect uses (e.g. for
explanation) are viewed with deep suspicion, as any tool that shortcuts the struggle of
acquisition is seen as antithetical to the discipline's goals.

 Occupying a conflicted middle ground are the Humanities and STEM fields. In the
Humanities, practice is strategically indirect, focused on using AI as a scaffold for
summarisation (68%) and explanation (66%). The profound anxiety within the cohort (68%
concerned about peers) centres on the fear that this indirect scaffold will inevitably lead to direct
appropriation of AI-generated arguments, thereby eroding the critical thinking and original
authorship that essay-based assessment is designed to evaluate. The polarisation is, therefore, a
debate over whether indirect use enables direct misconduct.

 In STEM, usage is also predominantly indirect, aimed at supporting understanding through
explanation and providing practice problems. The divisive tension, however, arises from the
variable reliability of AI for core calculation-based tasks. The main concern is that direct use of
AI to solve problems provides inaccurate answers and prevents the development of genuine
problem-solving skills. The policy challenge is thus one of calibration: endorsing AI as a tutor
(indirect use) while guarding against its deployment as an unreliable problem-solver (direct use)
in assessed contexts.
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This cross-disciplinary analysis, framed by the direct/indirect model, crystallises several critical
principles for effective policy formulation:

1.The Direct/Indirect Distinction is Discipline-Specific: Policy cannot define these terms
universally. It must provide faculty-specific examples, clarifying that generating code may be
legitimate direct use in Computer Science, while generating an analytical paragraph
constitutes prohibitive direct use in the Humanities.

2.Assessment Design Dictates Ethical Boundaries: The literature and student feedback show
that assessments which are specific, process-oriented, and value personal reflection naturally
discourage inappropriate direct use. Policy must be coupled with support for innovative
assessment design that targets human skills over AI-replicable outputs.

3.Policy Must Engage Disciplinary Culture: The stark contrast between the normalised use in
Computer Science and the protective stance in Languages shows that policy cannot be
imposed against social norms. Effective rules must be developed with these academic
communities.

4.Critical AI Literacy is Crucial: Students express consistent uncertainties about how to use AI
effectively and ethically. A policy focused solely on prohibition fails. The university must
equip students with the literacy to navigate the spectrum from legitimate indirect use to
unethical direct use within their field.

 
 In conclusion, generative AI poses a variety of discipline-specific challenges. A coherent
institutional response requires a flexible framework that empowers faculty-level policymaking.
The university’s role should be to establish overarching principles of integrity, invest in universal
AI literacy education, and support faculties in developing clear, context-aware policies that
govern the uniquely fraught boundary between indirect and direct AI use in their respective
fields.

4.0 Proposed Recommendations and Future Work

 This article’s findings are not easily synthesised into one solution. Different faculties’
respondents had highly different opinions towards AI adoptions inside and outside the
classroom; as such, we will not make a recommendation of AI policy to be applied to the
university as a whole. Rather, we here provide short-, medium-, and long-term recommendations
to increase the trust between peers and faculty, address common concerns regarding AI, and
create a continuous dialogue between different students, faculty, and university administration.

Short-Term: 
• Add a question to Module Feedback Questionnaires that asks about AI usage or perceptions of
AI usage within modules: While students may not feel comfortable disclosing all AI use, this will
give individual professors a chance to understand how their personal AI policies affect students
and gauge adherence. Given professors’ desire to maintain autonomy over individual faculty
policy, this increases their knowledge of student opinions and habits. 
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o Potential question: How have you used AI to aid learning in this module? Options to select
include summarising readings, translations, answering questions about content, practice
questions, calculations, etc.
o Potential question: Could implementation of AI enhance your understanding of the content in
this module?
• Add a question to school president/language convenors’ Mid-Semester/End of Semester
Feedback Forms that asks students about their faculty’s AI policy: Doing so allows students to
anonymously share with their elected peers about their true opinions on the AI policy. Given the
high participation in this study across all facilities, adding this question will likely produce a high
volume of responses and useful results for class representatives to use at their SCR meetings.
o Potential question: How could AI be best implemented in this course? 
o Potential question: Do you have concerns regarding AI being used in this course?

Medium-Term:
• Include more information on ethical AI use in the Core Training Modules given to incoming
students: This will create a better understanding for incoming students on the overall university
policy and can address the major concerns expressed by students and faculty in the survey. This
module should include:
o An overview of the university AI policy and links to individual faculty policies
o Understanding direct and indirect AI use
o When and how to cite AI use in assignments when applicable
o Non-AI alternatives recommended by the university, including citation generators, library
resources, acceptable calculators, etc. 
• Require all module coordinators to publish a separate document using their AI policy: While
students reported a high level of awareness about the university/individual faculty AI policies,
these policies are dynamic given the changing landscape of LLM technology. As such, module
coordinators should publish a document at the beginning of each semester on Moodle that
includes:
o Acceptable and unacceptable uses of AI for coursework/assessment
o Disclosure rules for AI in coursework/assessment
o Disciplinary consequences for unacceptable AI use
o AI checking tools used by assessors

• Create a Technology Representative: This student, along with other class reps, will report to
faculty and admin within their department. This student is tasked with assessing their peers’
opinions on the faculty’s AI policy, as well as technology accessibility within the department.
Their duties could include: 
o Reporting on student’s AI preferences
o Recommend changes to faculty AI policies based on surveys
o Make suggestions on accessibility of online tools and request institutional access (e.g for
online news sources, journals, etc.)
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Long-Term:

• Consider institutional access to ChatGPT Edu: Allowing students institutional access to AI
may be the preferred method of AI implementation given students’ desire to use AI within
ethical limits. This survey represented highly polarised opinions of AI, though most students
agree that its use is inevitable. Creating institutional access to ChatGPT Edu or a similar tool
creates boundaries for educational use that have been tested at universities like Oxford. 
• Reassessment: this survey is to be repeated in a year’s time to review any changes in perceived
transparency in AI policy, concerns about AI, or opinions on its continued perforation into
academic settings. While there may be some changes to questions to reflect university policy or
innovations in AI technology, the core questions in the original survey will remain. Some
changes to be made include:
o Attempt more faculty responses
o More messaging to convey the survey’s anonymity and that it is not affiliated with university
administration
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6.0 Appendices 

Appendix A: Student Survey

A.1 Survey Methodology

The student survey was conducted online between October 21, 2025 and November 14, 2025. A
total of 183 valid responses were collected from students across all levels of study at the
University of St Andrews. Participation was anonymous and voluntary. The survey aimed to
gauge student attitudes, usage patterns, and policy preferences regarding Generative AI in
academic work.
 
A.2 Survey Questions

1.What year of study are you in? (First, Second, Third, Fourth, Masters/PhD)
2.What is your degree?
3.How often do you purposefully use AI to work on university work? (Never, Yearly,

Seasonal, Monthly, Weekly, Daily)
4.I think AI is useful in my subject. (5-point Likert scale: 1=Strongly Disagree, 5=Strongly

Agree)
5.I understand the university AI policy and my subject faculties AI policy. (5-point Likert

scale)
6.I have concerns about my peers/teachers using AI. (5-point Likert scale)
7.AI use is unavoidable in my degree. (5-point Likert scale)
8.I use AI for/I would use AI for: (Multiple select: Explaining ideas, Generating essay plans,

Calculations, Translation, Practice questions, Learning and revising content, Summarising
readings and topics, To generate code)

9.What would you want the university to take into account when making AI policy? (Open-
ended)

A.3 Quantitative Data Summary
Table A: Frequency of AI Use Among Students (N=183)
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Table B: Perceptions of AI Usefulness by Discipline Type
 

 
 

Table C: AI Use Applications (Multiple Response)

A.4 Key Qualitative Themes from Open-Ended Responses
1.The Inevitability Argument: "AI is becoming increasingly used in the workplace with employers encouraging

the use of it." (Response 77)
2.Need for Training vs. Banning: "I think we need to be trained how to use AI properly rather than having it

banned outright." (Response 10)
3.Disciplinary Variation: "The variety in AI usage across subjects." (Response 1)
4.Environmental Concerns: "I would also like the environmental impact of AI to be considered." (Response

40)
5.Assessment Design: "Questions in exams should be AI-proof." (Response 4)
6.Ethical and Cognitive Concerns: "AI fundamentally undermines what we are at university to do. Recent

scientific research has shown that AI usage leads to immediate, rapid cognitive decline." (Response 8)
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 A.5 Complete Data Set
The raw, anonymised qualitative responses that form the basis of this summary are
contained in the preceding pages of this report (the next six pages of this report).
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Appendix B: Faculty Survey
 
B.1 Survey Methodology
The faculty survey was conducted via an anonymous online form distributed to academic staff  at the University
of St Andrews in November 2025. The survey gathered insights from lecturers, senior lecturers, and professors
across various Schools, with a notable concentration of responses from the School of Modern Languages.
Participation was voluntary and anonymous. The survey aimed to understand faculty awareness of AI policies,
personal attitudes toward AI in education, perceived impacts on students, and preferences for future policy
development.

B.2 Survey Questions
1.  What is your role and subject area?
2.  What guidance have you been given by the University regarding AI, and what do you take into consideration
when creating AI policy (relevant for module coordinators)?
3.  On a scale of 1 to 5, where 1 is extremely anti-AI and 5 is pro-AI, how would you describe your stance on AI
usage in education? (5-point Likert scale: 1=Strongly Disagree, 5=Strongly Agree)
4.  Do you believe AI is having a positive or negative impact on students, and why?
5.  Can you tell when a student is using AI? What do they use it for?
6.  What guidance would you like from the University about AI policy? Would you prefer a centralised approach
or faculty-specific guidelines? How much flexibility would you want?
Unless specified otherwise, the B.2. survey questions were left open-ended to allow lecturers and faculty to
provide as much or little information as they feel necessary. 
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B.3 Quantitative Data Summary

Table D: Faculty Stance on AI Usage in Education (Sample N=~10)

Table E: Awareness and Use of University AI Policy

Table F: Preferred Approach to University AI Policy Guidance



B.4 Key Qualitative Themes from Open-Ended Responses

1.     The Critical Thinking Imperative: The most dominant theme was that AI use must be subordinate to
the development of critical thinking, analytical, and independent language skills. Unrestricted use was seen
as a severe threat to the core learning outcomes of degrees, particularly in the Arts and Humanities.
2.     Disciplinary Divergence: Respondents strongly felt that AI policy cannot be one-size-fits-all. Uses and
risks differ fundamentally between, for example, language translation modules, code generation in
computing, and critical essay writing.
3.     Current Impact Perceived as Negative: A majority expressed the view that AI is currently having a net
negative impact, primarily because students use it as a "time-saving device" without proper training, leading
to superficial learning, reduced engagement with material, and a widening gap between take-home and in-
class performance.
4.     The Inevitability and Utility Argument: A countervailing theme acknowledged AI as an inevitable tool
in the modern world. Some highlighted its potential as a powerful pedagogical aid if  used "mindfully" and
"sporadically."
5.     Detection Challenges and Academic Misconduct: Faculty reported mixed confidence in detecting AI
use, citing "generic" error-free language or inexplicable content as clues. However, many stressed the
difficulty of proof and the ethical dilemma of suspecting polished work. Several had direct experience with
academic misconduct cases involving AI.
6.       Desire for Central Support, Not Just Central Policy: While favouring local flexibility, respondents
called for central university investment in AI infrastructure (e.g., hosting own models), student and staff
training programs, and data collection on AI usage patterns to inform school-level decisions.
7.       Scepticism of "Hype": Some respondents expressed weariness with both utopian and dystopian
narratives around AI, calling for a more measured, critical, and less "performative" approach to its
integration in academia.
 
B.5. Complete Data Set
The raw, anonymised qualitative responses that form the basis of this summary are contained in the
preceding pages of this report (the next two pages).
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